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Lab 4: Introduction to R 
 

For this lab we are going to learn some of the basics for R, a language for 
statistical computing and graphics.  It is available for free from http://www.r-
project.org/.  Hopefully you have already downloaded it and installed it on your 
computers.  We will use R throughout the semester for a number of different 
phylogenetic tests.  Today we will practice some basic data manipulation for more 
standard (ie: non-phylogenetic) data.  However, R has a huge number of different 
capabilities; and we will only be able to cover a few of them in labs.  I would strongly 
encourage all of you to go over the Intro to R documentation found at the R project web 
site. 

 
Numerical Vectors 
 

The most basic type of data structure in R is a vector.  Vectors are a series of 
elements  of a single data type – numbers, characters, logical statements, etc. - contained 
in one named object.  We are going to start by creating and manipulating vectors of 
numbers. 

The fist thing we want to do is use the c(concatenate) function to create a short 
numerical vector.  The c function combines multiple elements into a single vector in the 
order in which they appear.  For example type: 

 
Obama<-c(1,20,9) 
 
This will create a vector named Obama containing these three numbers.  The “<-“ 

command assigns the vector to the object Obama. It is conceptually the same as an equal 
sign.  Commands that do not include an assignment will print the output of the command 
to the screen.  For example, to see the vector that you just created type “Obama” and hit 
enter.  Make sure you don’t use all lower case this time, “obama”; R is case sensitive.  
Typing “c(8,5,74)” without assigning it to a variable will print the same thing to the 
screen. 

There are several ways to create vectors of regular sequences.  The rep function 
creates a vector by repeating a given value a given number of times. Type: 

 
is<-rep(2,6) 
 
This creates a vector named is with the number 2 repeated 6 times.  Type “is” to 

see what this vector looks like.  You can also use rep to repeat more complex command 
structures, such as other vectors.  Type: 

 
more<-rep(Obama,3) 
 



Look at the vector you created by typing “more”.  The Obama vector has been 
repeated three times. 

Colons are extremely useful as they produce a vector of consecutive integers over 
some range that you define.  Type: 

 
liberal<-3:7 
 
That should have made a vector containing all the integers from 3 to 7. 
Finally you can use the c command to combine vectors and numbers into a single 

vector.  Let’s replace the Obama vector with a new vector containing all of our vectors 
and the number 34. 

 
Obama<-c(Obama,is,more,34,liberal) 
 
Does that look right?  Cool. 
To find out how many elements your vector has type: 
 
length(Obama) 
 
 

Vector Indexing 
 

Often you do not want to return an entire vector but instead only a few elements 
of a vector.  In that case you must type the name of the vector followed by the index of 
the appropriate elements surrounded by brackets. For example type; 

 
Obama[4] 
 
This will return the fourth element of the vector Obama.  It is also possible to 

return not just a single element of the vector but several elements by using a vector of 
integers referring to the index of the various elements.  For example: 

 
Obama[c(7,10,14,21)] 
 
Will return the 7th, 10th, 14th and 21st elements of vector Obama. 
For this type of indexing it is often very useful to use vectors created using the 

colon. 
 
than<-Obama[5:17] 
 
Will create a vector than containing the 5th to the 17th elements of vector Obama. 
 
An alternative way to index is to use a logical vector as the index.  The logical 

vector should be the same length as the vector being indexed.  However, instead of 
containing numeric values this index contains logical values, in other words TRUE or 



FALSE based on some condition.  If this logical vector is used as an index then R will 
return only the elements for which the logical vector is TRUE. 

First let’s create a logical vector.  Type: 
 
Clinton<- Obama<5 
 
This will create a logical vector, Clinton, the same length as Obama, which 

contains a TRUE if that element of Obama is less than 5 and a FALSE otherwise.  Type 
“Clinton” to view this vector.  The logical operators that R recognizes are <, <=, >, >=, 
== for exact equality and != for inequality.  You can also use & (for “and”) and | (for 
“or”) to create more complex conditions. 

Now let’s use that vector to index Obama.  Type: 
 
Obama[Clinton] 
 
This will return a vector containing only the values of Obama that are less than 5.  

You could bypass the creation of Clinton by just typing: 
 
Obama[Obama<5] 
 
One last thing I want to point out about indexing is that it can be used not just to 

return certain elements of a vector, but also to modify only certain elements.  For 
example type: 

 
Obama[Obama<5]<-10 
 
Now type “Obama” to see what you’ve created.  You have identified all the 

elements of Obama that are less than 5 and change them to 10. 
 
 

Vector Arithmetic 
 

Now let’s use these vectors to do some math.  There are two basic principles for 
doing vector arithmetic.  You can either use an equation containing a vector and a 
constant, or you can use an equation containing two vectors of the same length. 

If you use a vector and a constant then you will apply that equation to every 
element of the vector.  For example type: 

 
I<-Obama^3 
 
I will be a vector that has all the elements of Obama cubed.  Similarly Obama+3 

would return a vector with all the elements of Obama having 3 added to them, etc.   
There are some functions in R which take a single number as their argument and 

return a single number.  For example log returns the natural logarithm of a number and 
exp returns e raised to the argument.  If a vector is used as the argument for one of these 



functions, then the function will work just like the above example, such that the function 
will be applied to each element of the vector separately.  To see how this works type: 

 
log(Obama) 

 
If two vectors of the same length are included in an equation, then the equation 

will be applied element by element to both vectors.  That means the equation x<-y+z, 
indicates that x[1]=y[1]+z[1], x[2]=y[2]+z[2], x[3]=y[3]+z[3], etc.  To see how this 
works type: 

 
hope<-I+Obama 
 
Finally, you can create an equation combining multiple vectors, constants and 

functions, such as: 
 
3/Obama+I^(log(hope)+1) 
 
Keep in mind the order of operations whenever using a complex equation.  You 

can always use parentheses, if you aren’t confident that you have it right. 
It is often useful to create a vector of evenly ordered numbers that are separated 

by more than 1.  In this case it is a good idea to use the colon, but keep in mind that the 
first operation is to create the vector defined by the colon, and then to apply the other 
operations to that vector.  Thus: 

 
1:3*5+2 
 
will return the vector c(7,12,17), not 1:17.  To return that second vector you 

should use: 
 
1:(3*5+2) 
 
 
 

Arrays 
 

An array is a more complex data structure than a vector, in that it contains 
multiple dimensions of elements.  In other words a vector is a one dimensional array.  
While a vector is just a list of values, in an array those values are arranged into rows and 
columns, or possibly into even more dimensions.  The function dim returns a vector in 
which the elements are the size of each dimension of the array.  Similarly the dim 
function can be used to transform the dimensions of an array or vector.  Let’s turn Obama 
into a 6 by 4 array.  To do this type 

 
dim(Obama)<-c(6,4) 
 



Did that work?  The product of the dimensions must equal the number of elements 
in the object.  If you got an error, then you probably didn’t follow all my instructions 
before.  To correct this type length(Obama).  If Obama does not have 24 elements, add or 
subtract elements, so that it does.  

Type Obama to see what it looks like.  As you can see the values of Obama have 
been rearranged into an array with 6 rows and 4 columns (rows always appear before 
columns when assigning dimensions).  In order to make this transformation R fills in the 
first column using the first 6 elements, the second using the next six, etc. 

Let’s create an array with 3 dimensions.  Type: 
 
dim(Obama)<-c(3,4,2) 
 
This will produce an array with 3 rows, 4 columns and a third dimension of size 2.  

Look at it.    Let’s transform Obama back to 6 by 4 for the next section type: 
 
dim(Obama)<-c(6,4) 

 
 
Array Indexing 
 

Array indexing works very much like vector indexing, except that commas are 
now used to separate the indexes for the different dimensions of the array.  The first 
number refers to the row, the second number refers to the column and any subsequent 
numbers refer to the higher order dimensions.  For example type: 

 
Obama[5,2] 
 
This should return the element in the 5th row and the the 2nd column.  Just like for 

vector indexing, a vector can be used to refer to multiple elements.  Type: 
 
Obama[2:5,c(2,4)] 
 
Typing this command will return all the elements from rows 2 through 5 in 

columns 2 and 4.  Furthermore leaving one of the dimensions blank will refer to every 
element in that dimension.  Type: 

 
Obama[,2] 
 
This command will return all the elements in column 2, no matter what row they 

are found in. 
A logical array can also be used just like a logical vector to index an array of the 

same dimensions.  However, this command will return a vector, not an array, as there is 
no guarantee that the output will have the same number of elements as the original array.  
 
 
 



Array Arithmetic 
 

Array arithmetic works just like vector arithmetic.  If two arrays are used in an 
equation they must have the same number of dimensions and their dimensions must be 
the same size. 

 
 
Reading Data Files 
 

OK, so obviously it would be a giant pain in the ass to type all your data into R in 
order to analyze it; of course R has functions for inputting large data files.  You should 
have downloaded the data file PTK_bayes.1.txt from the web site already.  Open this file 
in a text editor first, just to see what it looks like.  As you can see the data is organized 
into rows and columns.  There are headers for each column, and the columns are tab 
delimited (separated by tabs).  The rows are independent samples from a reversible jump 
MCMC.  It is testing to see if the rates of gene duplication (lambda) and loss (mu) in a 
clade of Protein Tyrosine Kinase genes vary between the branches of the tree below. The 
first row shows the sample number; the second row shows the number of different rates 
used in that particular model; the third row shows the likelihood for that model; the 
fourth row shows the number of genes assumed at the root of the tree; and the last eight 
rows (5 to 12) show the rates on the different branches. 

 
Fly (Dm)  

Taxon 1  
 Worm (Ce) 
 

Human (Hs)  
 
To read this file into R we will use the read.table function.  This function reads 

the data file and returns a data frame with the individual data points as its elements.  A 
data frame is much like an array, in that the data is arranged into rows and columns.  
However, unlike an array in a data frame the columns are viewed as independent entities 
and may consist of different data types (i.e.: one can be numerical and another logical).  
The command we will use to read this file is: 

 
samples.MCMC<-read.table(file location and name,header=TRUE) 
 
The header=TRUE command makes R read the first row as names for the 

columns instead of as data elements.  Typing in the file location can be a real pain.  I 
know two ways around this, but neither of them is ideal.  If anybody knows a better way, 
then please let me know. 

 
Method I: Move the file into the R folder.  In this case you only have to type the 

file name in and you don’t need the location.  This is easy, but if you have a lot of data 
files, you don’t want them clogging up your R folder. 

 



Method II: Drag the file into the R Console window.  It will try to read the file as 
an R data file and return an error.  However, you can use the up arrow to bring up that 
same command again and then edit around the file name, so that it reads as the command 
line above. 

 
Now we want to make sure that R actually did read the file.  To see the size of our 

new object type: 
 
dim(samples.MCMC) 
 
It should have 10,001 rows and 12 columns.  Now let’s look at some of our data.  

We don’t want to look at the whole thing, since it has 120,012 data points that would 
make a huge mess of our console.  So let’s just look at the first few rows.  Type: 

 
samples.MCMC[1:4,] 
 
As you can see each element of samples.MCMC is a number.  The names of the 

columns tell you what data is in each one. 
You can now reference the columns in 2 different ways.  You can either refer to 

them by a number, as before, or by the name of the column.  For example type: 
 
samples.MCMC[7,2] 
samples.MCMC[7,“rate_classes”] 
 
Both formats should return the same element. 
 

Question 1.  What is the Worm Mu value for row 120? 
 
 
Basic Plotting 
 

R has a number of different functions for plotting data that can be manipulated in 
many ways to produce the exact plot that you want.  Here we are just going to cover 
some basic plotting functions and some real basic ways of manipulating them.  Once 
again, I would strongly recommend that you take a look at the Intro to R documentation 
on line.  The plot function itself can produce a variety of different plots depending on 
what its argument is.  We will only cover a couple of those options here. 

If the argument of plot is a single numerical vector, then R will plot the elements 
of that vector against the order in which they occur in that vector.  For example let’s plot 
the log likelihoods of our samples.  Type: 

 
plot(samples.MCMC[,“loglike”])  
 
This is a standard convergence diagnostic.  As you can see, the first value is much 

lower than the others, because the MCMC is in not yet in burn-in.  In this case it is 
legitimate to remove that sample. To do so type: 



 
samples.MCMC<-samples.MCMC[2:10001,] 
 
and plot the data again: 
 
plot(samples.MCMC[,“loglike”])  
 
You should now see a scatter of points between -50 and -35. 
You can also use the plot command to plot all the data points in one vector against 

all the data points in another vector of the same length.  Let’s plot the loglike as a 
function of one of our lambdas.  Type: 

 
plot(samples.MCMC[,5],samples.MCMC[,3]) 
 
This will plot the 3rd column on the y-axis against the 5th column on the x-axis.  

Now let’s modify the plot axes.  Type: 
 
plot(samples.MCMC[,5],samples.MCMC[,3],xlim=c(0,0.02),ylim=c(-55,-

30),xlab=“ Lambda”,ylab= “Log Likelihood”,main= “Effect of Lambda on 
Likelihood”) 

 
The xlim and ylim parameters set the domain and range of the plot.  R will 

automatically pick a domain and range that contain all your data points, but sometimes 
you want to plot your data over a different set of values.  xlab, ylab, and main all change 
the labels on the plot.  It is also possible to make other types of plots than scatter plots by 
using the type command. 

 
 
Adding Points and Lines to Plots 
 

It is often necessary to add data from a second source to a plot.  For example let’s 
look at how the lambda of another branch relates to the log likelihood.  We will use the 
points function to add points to the graph, but we will add other commands to that 
function, so that the points for our second set of data look different from the first.  Type: 

 
points(samples.MCMC[,11],samples.MCMC[,3],col=2,pch=“+”,cex=0.5)  
 
This adds data from column 3 plotted against the data from column 11.  col=2 

changes the colors of the points to red (other numbers will produce other colors),  
pch=“+” changes the form of the points plotted and cex=0.5 reduces the size of the 
points to one half normal size.  All of these commands could also have been fed to our 
original plot function to change the appearance of the dots in that plot. (As a side note 
you really shouldn’t plot this many points in this way; you can’t see what’s going on.) 

We can also add a single line to the plot by using the abline function.  This 
function takes the y-intercept and the slope as its argument in that order.  Type: 

 



abline(-50,1000) 
 
Since vertical lines have no y-intercept and an infinite slope we use the command 

v= to define the x-intercept of a vertical line.  Let’s draw one and make it pretty. 
 
abline(v=0.01,col=3,lty=2,lwd=2) 
 
col=3 changes the color to green, lty=2 changes the line typed to dashed (other 

numbers result in other line types), and lwd=2 doubles the width of the line. 
The lines function also adds lines, but works more like points.  It is useful for 

adding a number of lines to a plot, such as error bars. 
 
 
Histograms 
 

Another extremely useful type of plot is the histogram.  R makes it really easy to 
make this type of plot. 

 
hist(samples.MCMC[,5],xlab= “Human Lambda”) 
 
Wow, now that was easy.  R automatically picks the number and the size of the 

bins and usually does a pretty good job.  There are several ways that you can modify the 
number of bins. 

 
hist(samples.MCMC[,5],xlab= “Human Lambda”,breaks=40) 
 
This command will produce the same histogram, but with 40 bins. 
 
 

The Help Function 
 

Here we’re going to use another method to determine the bin sizes and number, 
but you’re going to figure out how to do it yourself using the help function.  Type: 

 
hist(samples.MCMC[,2],xlab= “Number of Rates”) 
 
OK, so that looks kind of crappy.  The problem is that we are dealing with a 

vector of integers, but R is treating it as continuous.  We want to make a histogram, so 
that the borders of the bins correspond to the integers.  “Well, how do we do that, Nat?”  
You’re going to have to figure it out for yourselves, and to do so you’re going to use the 
help command.  help takes the name of another function as it’s argument and opens a 
window in which that function is described.  You will use this command endlessly.  The 
only problem with help is that you have to know the name of the function, before you ask 
about it.  Type: 

 
help(“hist”) 



 
See if you can figure out how to make the bins on this histogram make more 

sense. 
 

Question 2. What command did you use? 
 

 
Applying functions to vectors 
 

All of the arithmetic functions that we dealt with earlier, such as log, took a single 
number as their argument and returned a single number.  If you use a vector as the 
argument for one of these functions they will return a vector of the same size with that 
function applied to each element of the vector. 

There are other functions in R that take a vector as their argument and return a 
single number.  These include length, mean, mode, sum, min and max.  I bet you can 
figure out what each of those functions does by yourselves.  To see how this works type: 

 
mean(samples.MCMC[,5]) 
 
Now we will explore some of the differences between a data frame and an array.  

If one of these functions is applied to a data frame R will apply the function 
independently to each column. Type: 

 
mean(samples.MCMC[,5:12]) 
 
On the other hand if one of these functions is applied to an array it will treat the 

array as a vector and make the calculation using all the data in the array at once.  To see 
how this works we must first make a new array from the data frame we already possess 
by coercing it to become a matrix (a particular type of 2D array) using the function 
as.matrix. Type: 

 
rates.matrix<-as.matrix(samples.MCMC[,5:12]) 
 
In order to make sure that it worked check the dimensions of rates.matrix.  Now 

calculate the mean: 
 
mean(rates.matrix) 
 
As you can see, it only returned a single value, the average of all the values in 

rates.matrix.  There is a way to make R calculate the mean of each column separately, the 
apply function.  Type: 

 
apply(rates.matrix,2,mean) 
 
That looks good to me.  The first argument of the apply function is the array of 

your data that you want the operation performed on, and the third argument is the 



function that you want applied.  The second argument is the dimension across which you 
want the calculation applied.  That is to say in this case we wanted to calculate the means 
of the columns, since columns are the 2nd dimension we used a 2.  If we wanted to 
calculate the means of the rows we would have used a 1, and so on for arrays with more 
dimensions. 
 
Percentiles 

 
Another useful function is sort, which returns a vector of the same size but with 

all the elements ordered according to their value. 
 
HL.sorted<-sort(samples.MCMC[,5]) 
 
We could look at this vector to see the range of values, but in this case the vector 

is too long to really get anything out of that.  However, we can now easily find any 
percentile value for this data.  For example let's look at what human lambdas fall into the 
smallest 95th percentile.  There are 10,000 elements ordered form smallest to largest, 
therefore the largest of the smallest 5% will be element 10,000*0.05=500. 

 
HL.sorted[500] 
 
Any number smaller than this value will be in the lowest 5% of values. 
 

Question 3. What is the cut off for the largest 99th percentile of Human Lambdas? 
 
It is also easy to calculate the percentile of a given value for a given set of data.  

We will do this by relying on a little trick.  Logical data is stored as either TRUE or 
FALSE.  However, if you apply an arithmetic function to a logical vector it will treat all 
the TRUEs as 1 and all the FALSEs as 0.  Therefore, sum(logical vector) will return the 
number of TRUEs found in that vector. 

 
sum(samples.MCMC[,5]<0.0002) 
 
will return the number of elements in column 5 of our data that are less than 

0.0002.  We can then calculate the percentile of 0.0002 for our data by dividing this 
number by 10,000, the number of elements in our vector. 
 
Factors 
 

So far we have only dealt with three types of objects: vectors, matrices and data 
frames.  There are several other types of objects in R and here we will deal with a very 
useful one, factors.  Factors are essentially vectors in which the members are categories 
into which data from another vector of the same size are grouped.  For example if we 
wanted to calculate the height of individuals in our class we could have one vector for the 
height of every individual as a numerical vector, and a second vector for the sex of every 
individual as a factor.  The different categories of the factor are called levels, so in this 



case the levels would be “male” and “female”.  It would then be trivial to calculate the 
average height of the group as a whole, or each sex separately, or to test for a difference 
between sexes. 

Let’s see how some of these examples work by making a factor of column 2 from 
our data set, the number of rates used in the calculation of the likelihood. To do this type: 

 
num.rates<-as.factor(samples.MCMC[,2]) 
 
To see the levels of your new factor type: 
 
levels(num.rates) 
 
They should be the integers from 2 to 8.  As a first step let’s make a bar plot of 

our different levels by using the plot command. 
 
plot(num.rates) 
 
That’s nice; it really looks like the histogram we were trying to make before, and 

this is actually the appropriate way to do it, since our data is not continuous.  We can also 
make a box plot of some other variable to see the effects of our factor (number of rates) 
on that variable (the human branch lambda). 

 
plot(num.rates,samples.MCMC[,5]) 
 
That clearly shows Human Lambda going down as the number of rates increases.  

You can see from the different ways we’ve used plot that this function can produce a 
variety of different plots depending on what its argument is.  We can also see the effect of 
our factor on the relationship between two other variables.  To see this first let’s look at 
our old plot of human lambda against log likelihood.  So that we can remember what that 
looks like, type: 

 
plot(samples.MCMC[,5],samples.MCMC[,3]) 
 
OK, now let’s break that plot up according to the number of rates.  Type: 
 
coplot(samples.MCMC[,3] ~ samples.MCMC[,5] | num.rates) 
 
This will produce plots of the effect of column 5 (human lambda) on column 3 

(the likelihood) for each level of our factor (the number of different rates).  That’s cool, 
but these plots don’t seam to tell us much; when you look at the plot of all this data, you 
see two separate bumps, but this factor does not seam to distinguish between those 
bumps.  To see the cause of the separate bumps create a new factor based on column 5 
(human lambda) being equal to column 11 (C. elegans lambda) and then use that as a 
basis to plot these two variables. 

 
 



HL.equ.WL<-as.factor(samples.MCMC[,5]==samples.MCMC[,11]) 
coplot(samples.MCMC[,3] ~ samples.MCMC[,5] | HL.equ.WL) 
 
Ahh, now I see what’s going on.  When the model forces the human lambda to be 

equal to the worm branch lambda, it makes the human lambda larger than when the two 
rates are independent.  This also explains why human lambda decreases as the number of 
rates increases, as models with more rates are unlikely to have the human lambda and the 
worm lambda equal. 

 
Factors are not just useful for making pretty pictures, they can also be used to 

break up data for calculations using the tapply function.  tapply works much like apply 
only instead of applying your calculation to the different columns (or rows) we apply 
them to the different groups defined by the factor.  Type: 

 
tapply(samples.MCMC[,5],num.rates,mean) 
 
This function calculated the mean of column 5 for each level of factor num.rates.  

Not surprisingly, the mean goes down with increasing numbers of rates, just like our box 
plot showed. 

 
 
Cleaning up this mess 
 

OK, so we’re almost done; just a couple of clerical issues to deal with. 
First type: 
 
ls() 
 
This will return a vector of all the objects which you created during this session.  

You can also generate this list by pulling down the Misc menu and selecting List all 
objects.  This is useful, as it can help you remember the name of all your objects, as well 
as what you’ve done so far. 

 
You can delete individual objects using the rm function.  To delete liberal and 

than type: 
 
rm(“liberal”,“than”) 
 
You can also erase all your objects by pulling down Misc > Remove all objects. 
 

 
Saving and Loading Analyses  
 

To save all your work from the current session select: 
 
File > Save Workspace… 



 
You can load it up again by selecting: 
 
File > Load Workspace… 
 
And choosing the appropriate file, or by dragging the file onto your console. 
 


